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Where	
  does	
  ASR	
  not	
  work	
  well?	
  
	
  
•  Low	
  signal-­‐noise	
  ra5o	
  	
  
	
  
•  Speaker	
  variability	
  (e.g.	
  accents)	
  
	
  
•  Natural/conversa5onal	
  speech	
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Computer	
  Vision	
  –	
  feature	
  learning	
  

Edges	
   Face	
  parts	
  

Images	
  from:	
  Lee,	
  H.	
  et	
  al.	
  Unsupervised	
  Learning	
  of	
  Hierarchical	
  
Representa7ons	
  with	
  Convolu7onal	
  Deep	
  Belief	
  Networks.	
  
Communica5ons	
  of	
  the	
  ACM,	
  vol.	
  54,	
  no.	
  10,	
  pp.	
  95-­‐103,	
  2011	
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•  Variable	
  Length	
  problem	
  

•  Solu5on	
  1:	
  Make	
  everything	
  the	
  same	
  length	
  
	
  
•  Solu5on	
  2:	
  A	
  model	
  which	
  can	
  handle	
  variable	
  
length	
  inputs	
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Data	
  
	
  
•  Supervised	
  (labeled	
  data)	
  

•  Real	
  
•  Synthesized	
  

•  Unsupervised	
  (unlabeled	
  data)	
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Data	
  –	
  Real	
  
	
  
•  Benchmarks	
  	
  

	
   	
   	
   	
   	
  >14	
  million	
  images	
  

•  Big	
  companies	
  (Baidu,	
  Amazon,	
  Google,	
  Microson,	
  …)	
  

•  Mechanical	
  Turk	
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Scale	
  
	
  
•  More	
  data	
   	
   	
   	
   	
  	
  Longer	
  training	
  5me	
  

•  Bigger	
  model	
   	
   	
   	
  	
  Longer	
  training	
  5me	
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GPU	
  
~5	
  Tera	
  flops	
  

CPU	
  
~100	
  Giga	
  flops	
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Google	
  Brain	
  
•  1+	
  billion	
  parameters	
  
•  Many	
  billions	
  of	
  connec5ons	
  
•  16	
  thousand	
  CPU	
  cores	
  

Source:	
  Le,	
  Q.	
  et.	
  al.,	
  Building	
  high-­‐level	
  features	
  using	
  large	
  scale	
  
unsupervised	
  learning.	
  ICML,	
  2012.	
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•  Google	
  Brain	
  

•  Billion	
  parameters	
  

•  Millions	
  of	
  images	
  

•  16	
  Thousand	
  CPUs	
  
($Millions)	
  

	
  
•  Several	
  days	
  to	
  train	
  

•  Coates	
  et	
  al.	
  (COTS	
  HPC)	
  
	
  

•  Billion(s)	
  parameters	
  

•  Millions	
  of	
  images	
  

•  12	
  GPUs	
  	
  
	
  	
  	
  	
  ($Thousands)	
  
	
  
•  Several	
  days	
  to	
  train	
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• Data 
•  No alignment needed, using objective from [Graves, 

Fernandez, Gomez and Schmidhuber, 2006] 
  

• Computation (GPU) 
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  needed!	
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•  What	
  will	
  it	
  take	
  to	
  have	
  machines	
  transcribe	
  as	
  
well	
  as	
  humans?	
  

•  More	
  data	
  &	
  bigger	
  models	
  
•  Algorithmic	
  innova5ons	
  (?)	
  
•  Unsupervised	
  learning	
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•  Machine	
  learning	
  	
  -­‐	
  CS229	
  (or	
  ML	
  Coursera	
  class)	
  
	
  
•  Stanford	
  UFLDL	
  tutorial	
  -­‐	
  
hIp://deeplearning.stanford.edu/tutorial/	
  

•  Reading	
  	
  
•  hIp://ufldl.stanford.edu/wiki/index.php/

UFLDL_Recommended_Readings	
  
•  hIp://deeplearning.net/tutorial/	
  
•  Deep	
  Speech	
  –	
  bit.ly/deepspeech	
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•  Follow	
  our	
  tech	
  blog	
  @	
  	
  
usa.baidu.com/index.php/category/baidutechblog/	
  	
  

	
  

•  Jobs	
  @	
  Baidu	
  	
  	
  	
  usa.baidu.com/index.php/jobs/	
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